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Abstract

Before a year or so ago, I was trying to think of an example so I can properly 

communicate the intuition against the idea that neural networks can get conscious.

After some thought, I came up with this example:

Let’s say that we have neural network composed of neurons, where each neuron is 

characterized by the inputs from other neurons, internal state, the calculation it is doing, 

and the output it gives to other neurons. Let’s suppose additionally this system is 

conscious, so we will do reductio ad absurdum later.

Now, let’s say we measure and store each neuron’s activity (input and output values) for 

a certain amount of time while the system is conscious (maybe while we do that we ask 

the system if it is conscious, or ask it to put attention on its own existence, and so on).

After we get all those measurements, we can replay what was happening by:

 Resetting each neuron internal state to the starting state, and replaying the inputs 

which come from outside of the neural net, and first inputs which come from 

inside of neural net (starting state). As the function is deterministic, everything 

will come out again as it was the first time. Would this system be conscious?

 Reset each neuron internal state to starting state, then disconnect all the neurons 

between each other, and replay the saved inputs to each of them. Each of the 

neurons would calculate the outputs it did, but as nobody would “read them”, they 

would serve no function in the functioning of the system, actually they wouldn’t 

matter! Would this system be conscious too?



 Shut down the calculations in each neuron (as they are not important as seen is 

second scenario - because the outputs of each neuron are also not important for 

functioning of the system while the replay). We would give the inputs to each of 

the “dead” neurons (and probably we would wonder what we are doing). Would 

this system be conscious?

 As the input we would be giving to each of the neurons actually doesn’t matter, 

we would just shut down the whole neural net, and read the numbers aloud. 

Would this system be conscious? Which system?

Some time after that, I read a paper “A Computational Foundation for the Study of 

Cognition” in which D. Chalmers gives account of what would it mean for physical 

system to implement given computation. It got me thinking if the Gedankenexperiment 

presented above might be used to attack something more general then neural networks. 

The result is this paper, putting together a list of assumptions about any physical system, 

which would result with reductio ad absurdum. On the end of the paper I analyze, where 

in those assumptions we might have gone wrong, trying to establish that this Gedanken 

shows the impossibility of reducing the consciousness to a “classical” physical system.

Replay Scenarios

Let’s assume that:

1. There is a physical system S, and it is conscious.

2. Separate subsystems Si with their own internal state can be located in the system, 

in such way that for each Si we have set of measurements of physical values In,i(t) 

outside of the subsystem, and set of measurements of physical values On,i(t+dt) 

outside of the subsystem, for which it is true that: 

a. Each of the results of the measurements On,i(t+dt) is fully determined by 

the results of the measurements In,i(t) and the internal state of the 

subsystem Si(t); (meaning if it happens two times (or more) that we have 



same results of measurements In,i(t) and same state Si(t), we will have one 

and the same results for On,i(t+dt) too)

b. Internal state of the subsystem Si(t+dt) is fully determined by the results of 

the measurements In,i(t), and the internal state of the subsystem Si(t).

c. Set of measurements In,i(t) is minimal set for which rule (2a) is true, so 

you can’t remove any of the measurements In,i(t) from the set, and still 

claim that each of the results of On,i(t+dt) will be fully determined by that 

smaller set.

3. Physical measurements used must be invariant of time, space and internal state of 

any of the subsystems.

4. We will call results of measurements In,i – input values; and results of 

measurements On,i – output values of the subsystem Si, so the measurements In,i

would be measurements of input values, and On,i - measurements of output values.

5.

a. Any measurement of output value OX,i for subsystem Si, which necessary 

gives always identical values with some measurement of input value IY,j

for subsystem Sj , we will call pair of measurements of value which 

connects system Si to system Sj - and we will mark it up as Cij. This is not 

to say that OX,i and IY,j are identical measurements but that the resulting 

values of both measurements are necessary identical. For example it could 

be two measurements done on two sides of the wire which connect the 

main processor and memory chip. Of course all measurements include 

measurement errors, so the identical here should not be taken literally, but 

in sense which will be defined in 6. 

b. Every In which is an element of a measurement of connecting value, we 

will call measurement of internal input value of the system (it is internal to 

the whole system, not any subsystem), and the value would be internal 

input value.

c. Every In which is not an element of a measurement of connecting value, is 

taken to be measurement of something outside of the whole system. We 

will call this measurement of the input value of the system - SIn.



d. Every On which is an element of a measurement of connecting value, we 

would call measurement of internal output value of the system, and the 

value would be internal output value.

e. Every On which is not an element of a measurement of connecting value, 

is measurement of something outside of the whole system. We will call 

this measurement of the output value of the system – SOn.

6. Now when we have those definitions we can put further restrictions on the 

dividing of the system to subsystems to avoid some banal cases: 

a. Measurements of SOn are done precise enough to distinguish what we 

would call “two different behaviors”. This kind of restriction will assure 

that we don’t measure too little through the system. Let’s also assume that 

the case is such that this restriction:

i. limits the amount of measurements to a finite number

ii. limits the precision of the measurements to a finite precision

iii. limits the amount of time between two successive measurements to 

a finitely small time.

Those six assumptions seem to be unproblematic, and that must be accepted if one 

accepts reductive physicalism. Now, let’s add following requirements (which are true in 

same time), which are needed for the scenario which will be presented to work:

7. It is possible to create certain physical phenomena in the system in such way that 

it would only affect one of the measurements Ix, and will not affect (directly) 

internal state of any of the subsystems, nor any other measurement of input values 

or output values.

8. It is possible to “reset” the internal state of any of the subsystems Sn, to state 

Sn(t=0).

9. It is possible to “freeze” the internal state of any of the subsystems Sn.

10. It is possible to take apart the system to the subsystems as defined previously in 

such way that measurements which make up measurements of connecting value 

between the two subsystems, no longer give identical values, but instead the value 



of the input measurement doesn’t depend at all from the measurement of the 

output value, i.e. it is possible to disconnect subsystems.

Note that all of those things are possible if we are talking about any kind of computer 

algorithm (including neural networks).

We will use reduction ad absurdum, starting with system which is conscious, and for 

which all of the previous is true, and getting to absurd situations.

Scenario 1 (recording):

Let’s assume that system S (human, alien being, conscious AI) has awareness of its own 

conscious experience for given amount of time starting with t0 and ending with te , and 

let’s say te-t0 is 30 seconds; Let’s now assume that somewhere in those 30 seconds it (the 

system) is asked by some person if it is aware of its conscious experience, and the system 

answers that it is. Also let’s assume we are doing all the measurements Ix for each of the 

subsystems (including internal input values, and input values of the system), also the 

measurements Oy (including internal output values, and output values of the system); 

with the required finite precision, finite frequency (as required by 6). 

Scenario 2 (replay of inputs to the system):

We get the same system S, as it was on the start of scenario 1, (reset the state of each of 

the subsystems (8)), and by using (7) we: 

a) replay all of the Ix(t0) (including all internal input values and all input values 

to the system to ensure that the system is “starting up” in same condition as it 

was when it was recorded)

b) we replay the input values to the system SIx one after the other (not the 

internal ones), one by one in timely fashion as when they were measured

The functioning of the system would be identical with case 1. So it will be aware of its 

conscious experience, it will understand the question if it is aware, and answer that it is.



Scenario 3 (replay of all inputs to subsystems):

We take apart the whole system to subsystems as specified in (10). Now, we reset the 

state of each of the subsystems to the state in t0 (8), and replay all of the inputs In (using 

7) through the time (now we are replaying *all* of the inputs, so both the internal and 

inputs of the system). Each of the subsystems produces some output values but those are 

not causally important, as those outputs “hang” (because of 10). However, the system 

produces the same internal states of sub-systems, the same internal output states, and the 

same outputs of the whole system SOn. 

What this would mean is for example that we will take the neurons of the system,

disconnect them from other neurons, and replay the inputs to each of the neurons 

separately, and ignore their outputs.

Now, we got to one problematical state, where it is not obvious if it is possible that the 

“replayed” system as such have subjective experience as described, and hence where we 

can claim by reduction ad absurdum, that some of our assumptions were wrong in first 

place.

But let’s  try to move further now, and try to figure out what it would mean that the 

system which is described till now can be implemented as computable system.

If we are to say that this is computable system, probably we will have to make following 

assumption:

11. The internal state of each subsystem Sn can be represented with vector of numbers 

– ISn, and there is a mathematical procedure such that:

a. each of the On(t+dt) can be computed by the procedure only by having 

values of In(t) and vector ISn(t)

b. the vector ISn(t+dt) can also computed by that mathematical procedure 

having the values In(t) and ISn(t)



If we assume (11) it follows that it is in principle possible to change any of the 

subsystems with a subsystem which would produce the same output measurements from 

given input measurements, and the internal state. Also as everything that is important in 

the system can be described by number, we can say that in principle it is possible for all 

parts of the system to be changed by artificial parts which do some computation on inputs 

which are numbers, and give numbers as outputs, and also which keep an internal state as 

vector of numbers. What would be additionally needed is to have a measuring apparatus 

which would translate the important part of physical phenomena to ISn, and also 

apparatus which would translate OSn numbers to phenomena such that (6) is true. (e.g. 

motors under the artificial skin of the robot, virtual reality helmets/graphical stations 

combinations or similar)

Now let’s see what we can do if (11) is true after the scenario 3.

Scenario 4:

We would be able to change each of the parts with a different subsystem which would do 

some computation. And that would have some meaning in the scenario 1 or scenario 2. 

But in case of scenario 3, as the outputs “hang”, this computation is not really important. 

So we could in fact shut down the computations in each of those “artificial parts”. This 

system is identical with the system 1, if we assume (11), as the computation and the 

internal state are important just so far, as they produce same outputs (the internal states 

vector is important, just as long as it serves to produce same outputs).

So, in this case… the set of not working “computers” to which we give some input would 

have awareness of its own conscious experience.

From there we could move to even more absurd scenario.



Scenario 5a:

We do scenario 4, with only difference that we don’t replay any of the input 

values, as obviously they don’t matter, we may for fun just replay the system outputs. (so 

that the AI robot does the same it has done in scenario 1)

Though, this problem appears even if we don’t assume (11)... Similar change could be 

made to scenario 3, with following assumption:

12. There is nothing special about the internal state of the subsystem, which would 

affect the conscious experience as described, and that it (the subsystem) can be 

changed with any subsystem with different internal states and different physical 

make-up, as long as in the given scenario it gives same output values as the output 

values measured on original parts. (for those 30 seconds)

Scenario 5b:

As the outputs of the each part don’t really matter, and given the assumption (12) 

and scenario 3 there is nothing else the inputs are needed for (as there is nothing special 

about “internal state” besides it being important for the output values), so we can stop 

replaying the inputs to each of the parts. This system would have awareness of its 

conscious experience as described.

So now we are presented with scenarios 5a and 5b. I can’t see how it is possible for the 

systems described in 5a or 5b to have awareness of their conscious experience, so I claim 

that 5a and 5b are impossible (hence false). By reductio ad absurdum it follows that some 

of the assumptions we’ve done along the way is wrong.

Where we might have gone wrong

I will restrict the possible objections to the assumptions (7)-(12). Assumptions (1)-(6), I 

feel are assumptions that reductive physicalism has to accept. 



Option 1:

Let’s start from the latest assumptions, and assume that it is either (12) that is wrong, or it 

is assumption(11) which is wrong. We would claim that scenario 3 combined with 

consciousness is possible.

Assumption (11) is really a special case of assumption (12), and in both cases we come to 

the scenario in which the main thing is that we stop by replaying the inputs. So it would 

be enough to address just assumption (12).

The negation of (12) would mean that there is something specific about the subsystem 

other then its ability to produce specific output values from specific input values, and 

means that at least in one of the subsystems there are such processes that give raise to 

awareness of conscious experience.

I can see two possibilities if we decide to negate the possibility of (12):

1. One of the parts is homunculi - a “little person” in the system which is having the 

conscious experience. All other parts work just as support which “translates” the 

wealth of information for this one part. (let’s mark this option: OPT1-1)

2. The conscious experience is created by mix of specific processes in the more of 

the parts, on some level, separate from functioning which is clearly observable 

and measurable on level of inputs and outputs. It is an emergent characteristic of 

the system. (OPT1-2)

Those both are compatible with epiphenomenalism of the conscious experience, but with 

the catch, that the conscious experience is possible only given the “special nature” of one 

or more of the parts, which can’t be neither mathematically modeled or simulated, nor 

changed with other part which would mimic their operation while conscious experience 

stays. In both cases conscious experience would disappear. This “special nature” can’t be 

stated fully in terms of inputs, outputs and some function which transforms input to 

output, nor it can be put to separate parts in the way described in (1)-(10). In this case 

which is compatible with epiphenomenalism we could change the part or parts which 

produce the conscious experience, so that we still have same behavior of those parts in 

terms of outputs and inputs, but we would loose conscious experience.



Let me address OPT1-2 first, by bringing one new scenario:

Starting with scenario 3, the parts are really separated from each other. As all the inputs 

are replayed, there is no connection between each other, and having the power of freezing 

(9) we can reset and replay the input to each of the parts separately in distant corners of 

the universe, and some could be done earlier and some replays could be done later in 

time. In fact there is no dependence between existences of each part to existence of other 

parts, as long as we do the replay to each of them somewhere, sometime in order to 

satisfy the need for identical system. So, we see that for OPT1-2 to be able to cover all 

the cases, we would need to assume that whatever is that special nature of the 

subsystems, it is such that it can span time and space and create conscious experience 

however distant in time or space the parts are. Whatever makes the consciousness to 

emerge would in such case transcend time and space.

In order for “homunculi” case (OPT1-1) to be possible, we must assume that there is 

enough information which comes from the inputs to that special “homunculi” part, in 

order to have subjective experience as described, or even any possible subjective 

experience as the scenario could be easily changed to cover any subjective experience in 

wider time span. 

To me, both OPT1-1, and OPT1-2 doesn’t seem very acceptable, the implications which 

we need to accept if we choose one of those options are two strange.

It seems also that (12) can be attacked on one other base - it can be wrong that we could 

change the subsystem with other subsystem which has same behavior in terms of input 

and output, that is, that it is in principle impossible to create at least one of the parts in 

such way that it would show same input/output. This strategy could help us hopefully 

avoid epiphenomenalism, but it is not clear how this could be the case; given that in the 

scenario we already know inputs and outputs in course of 30 seconds of time, we could 

just create a subsystem which gives those recorded outputs in proper timely manner. 

Even this would mean that the subsystem would ignore the inputs; from outside it would 



be true that it reacts like original subsystem for these 30 seconds. In that way I think that 

this attack on (12) is not possible.

Option 2:

What are other assumptions we could have made wrong…

Somewhat similar to previous options, we can attack (7). It says that we could affect the 

system so that we only change specific input values we measure. One obvious possibility 

is that even while we can replay the input values, there is something about the original 

phenomena on which we measured those specific values, which causes conscious 

experience. It would be very similar to the OPT1-1 and OPT1-2, where we saw the 

possibility of conscious experience in specific make up of the parts, only that here the 

conscious experience would be result of specific make up of the “signals” - of the 

phenomena on which we measure input and output values. Again, it would be claim for 

epiphenomenalism; that consciousness arises from a specific phenomena, but that the 

causality which the same phenomena produce have nothing to do with the consciousness. 

This option, will suffer from same problems as OPT1-1 and OPT1-2.

Other possibility is to attack (10), is to say that the specific make up of the subsystems is 

not that special, but what is special is that those subparts are in specific configuration in 

space/time – such that they are tightly “glued” together, and disconnecting them, or 

connecting them in different space configuration would result in “loosing” consciousness.

The options so far all require epiphenomenalism, requiring that incidentally the make up 

of the brain gave rise to consciousness. But if we look closer at the options, this incidents 

doesn’t look much plausible, they require some of the following:

 Very specific matter is used for make up of parts, or for transmitting of signals. 

That specific implementation is not important for functioning of the brain; it is 

incident that it gives rise to consciousness.



 Incidentally we have the exact space configuration of the parts, which is 

otherwise not important for functioning of the brain, but which gives rise to 

consciousness

I think there might be some other options which assume epiphenomenalism of 

consciousness, but this last point should be kept on mind for any of those. If the 

epiphenomenon (consciousness) is product of a fact which is not very likely to be result 

of an incident, why did this unlikely incident happen?

Conclusion

We ended the discussion by trying to attack certain, less important parts of the 

assumptions, namely (7)-(12), but we saw that there those attacks have weird 

implications, and that additionally a specific epiphenomenalism which would make those 

options possible requires, as it seems, for consciousness to be result of a very unlikely 

possibility.

In such way, we come to come to the conclusion that assumptions (2)-(6), or at least 

some of them, are not true. But those assumptions, I feel, present the basis of the 

possibility of reducing of consciousness to a “classical” physical system.

I say “classical” and not physical in general, because for the quantum mechanical 

physical system some of assumptions (2)-(6) wouldn’t be valid. What this might mean, is 

that certain important parts of the functioning of the brain might be of quantum 

mechanical nature, and not classical.


